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ABSTRACT 
Garbage Collectors have found an important place in parallel 
processing platform. By designing a proper garbage collector for 
multicore systems, efficient resource utilization can be achieved, 
thereby, improving the runtime of parallel processes. Though they 
take care of the runtime as described above, they also tend to 
introduce a little performance overhead. Initial garbage collectors 
designed, had to take over the entire memory to clean up, 
resulting in in the stall of other processes. This might sound less 
intimidating for a single computer, for example, a person working 
on a laptop. But, this might reduce the entire performance in a 
real-time system, which is highly alarming. With the advent of 
multicore systems, garbage collectors should be able to use the 
parallel processing technology and they should be carefully 
designed for such massive cores. Generally garbage collectors 
make use of the runtime heap and stack. Lock-based methods 
might stall the execution of concurrent processes or threads on the 
heap; but parallel cores make use of such concurrent processes. 
Thus, lock-free techniques should be used for systems that are 
highly concurrent. This project aims at analyzing the garbage 
collectors, the problems caused by them and the remedies to 
overcome them. Further, I am aiming to analyze garbage 
collectors for fine-grained parallel cores. 
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1. INTRODUCTION 

Multicore platforms have been having a profound effect on 
software development and implementation of programming 
languages. With multicores, parallel systems are used in low-end 
computers. Languages like C#, Java, etc., perform automatic 
memory management and hence guarantee type safety. This frees 
the programmer from having to de-allocate objects form memory 
manually – thereby reduces errors. The programmer does not have 
to worry about heap organization, memory de-allocation etc. For 
all this to happen, a garbage collector is needed. This is called, 
managed run-time environment. For a GC to exploit parallelism in 
multicores multiple GC threads are used – this exploits both, 
parallelism and concurrency. For a real-time GC, the performance 
of garbage collectors must be predictable. The system must not 
pre-empt any of its resources due to the garbage collection. The 
GC should also ensure that it reclaims memory fast enough to 
keep up with the applications allocation requests. 
 
There are three categories of garbage collectors known: 
incremental, concurrent and parallel – they are disjoint, meaning 

that an incremental GC can also be a concurrent or a parallel GC.  
An incremental GC operates incrementally and performs full GC 
cycle in parts/stages. It allows application to work between these 
stages. A work-based GC works as follows: For every allocation 
performed by the application, some garbage collection work will 
be done to ensure that sufficient garbage collection is made to 
satisfy all allocation requests. They are easy to configure, as they 
do not consider the application’s worst-case allocation rate. On 
the other hand, time-based GCs need to be scheduled such that the 
threads assigned to perform the garbage collection work receive 
enough CPU time to keep up with the worst-case allocation rate of 
the application. They ensure faster memory allocation since no 
GC work needed at allocation time. The following 
implementation presents GC work that is split into small steps as 
required for work-based GC but can also assign a subset of the 
CPUs to perform these steps in parallel to the application[1]. 
 

Figure 1-1 shows an example of a concurrent garbage collector. 
Before a garbage collection starts, all managed threads are 
suspended except for the thread that triggered the garbage 
collection.  The lines in red indicate that a garbage collection 
thread is running while the blue lines indicate suspended ones. 
Here, Thread 1 starts garbage collection cycle after its allocation 
phase. The remaining threads, Thread 2 and Thread 3 are 
suspended after Thread 1 starts its GC cycle.  
 

 
 

Figure1-1: Concurrent Garbage Collector 
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2. JAMAICA VM SINGLE-CPU REAL-TIME GC 
Jamaica VM is a new implementation of JVM and a static java 
compiler that provides real-time garbage collection. It uses Mark–
and-Sweep algorithm for its garbage collection cycle.  
 
2.1 Mark-and-Sweep Algorithm 
Mark-and-sweep algorithm works in a way that unreferenced 
objects are not reclaimed immediately. Instead, GC is allowed to 
accumulate until all memory is exhausted. After this, the 
execution of the program is temporarily suspended and the mark-
and-sweep GC collects all unreferenced, unused objects. After this 
phase, execution of program resumes normally. So, phase 1: mark 
all accessible objects, phase 2: sweep/clear unused objects. The 
Jamaica VM uses three sets of objects distinguished by colors 
white, grey and black. GC starts with all objects being white 
initially, and objects reachable from root are marked grey. 
Reachability of an object from the root set is defined as follows: 
an object is reachable from the root if there is some reference 
from the roots by which the executing program can access the 
object. It is important to know the contents of the root set. In 
java’s JVM, all objects reside in a heap. Local variables reside on 
a java stack and each thread of exec has its own stack. Thus, roots 
include object references on every thread’s stack. In other words, 
a set of objects known to be directly accessible and are references 
that are local to the thread, are defined in the root set. Objects that 
are reachable from this root set are treated as live objects while 
object that are not reachable from the root are deemed unusable 
and must be reclaimed by the GC.  
 

Mark phase: All grey objects are stored in a linked list. This phase 
takes a grey object ‘o’ and: (i) marks all white objects referenced 
by this ‘o’ as grey. (ii) marks the ‘o’ itself as black. The above 
algorithm loops through. When a grey set is empty, all remaining 
white objects are garbage and their memory will be reclaimed by 
the sweep phase. Sweep phase. Black objects are converted to 
white. The reason all black objects are converted to white is that, 
the next cycle can start with all allocated objects as white.   
 

 
Figure 2-1: Tri-Color Mark-and-Sweep Algorithm 
 

Figure 2-1 shows the tri-color Mark-and-Sweep algorithm[5] at a 
basic level. The working of this algorithm in the Jamaica VM is 
explained above. 

 
2.2 The Basic Infrastructure- Jamaica VM 
The Jamaica VM has the following components in its architecture: 
2.2.1 Synchronization Points: There are certain points in the 
application between which thread switching can occur. Having 
synchronization points limits thread switches and garbage 
collection to these points within the execution of the application, 
thereby prohibiting thread switching between arbitrary points 
while the program is in execution. Jamaica VM’s synchronization 
points make sure that at most one thread is in running state and 
operations between any two synchronization points are atomic. 

2.2.2 Fixed-size blocks: Jamaica VM does not deal with Java 
objects or Java arrays directly because, it does not know about 
their data structure. Further, it does not move/copy objects to 
eliminate heap fragmentation. Instead, it uses fixed size blocks 
that are 32 bytes in length, in the current implementation. These 
fixed-size blocks provide small units of GC work that can be done 
in incremental steps, i.e., basic operations of a GC are done by 
scanning and sweeping a single block. Java objects that do not fit 
into a single fixed-size block are represented as graphs of fixed-
size blocks that are non-contiguous in memory. Access times to 
these non-contiguous locations are still efficient.  

2.3.3 Representation of mark color: Uses 1 word/block for the 
color. This word has special values for white and black colored 
blocks - 0 and -1 respectively. Any other value indicates that the 
block is grey.  

2.3.4 Write-barrier code: Ensures that the GC finds all reachable 
objects, even though the memory graph is changed by the 
application. Shades object from white to grey, i.e., for any write of 
a reference that refers to a white block into a block on the heap, 
the written reference is added to the list of grey blocks, the 
process of which is called shading. Sometimes, mutator threads 
(user threads) might get in the way of the garbage collector and 
store a reference to a white (unprocessed) object at a black 
(processed) object. This object would never be marked and will be 
freed by the sweep, even though it's clearly still referenced from a 
reachable object. To overcome this, Jamaica VM ensures that a 
black block may never hold reference to a white object.  

2.2.5 Constant-time root scanning:  This is a part of the mark 
phase. It ensures that all root references existing must be present 
on the heap when the GC becomes active. The constant-time root 
scanning does the following: All references having a life span 
during an active GC are copied into the root array. Each thread 
has its own root array. Collector incrementally traverses the root 
objects on the heap to find unused references and de-allocates 
memory for them in the sweep phase. In Jamaica VM, this root 
scanning phase has been reduced to marking a single object- the 
object referenced by the global root pointer. A global root pointer 
refers to a list of root arrays. Since all root arrays are reachable 
from this global root pointer, the GC will traverse all root arrays 
and objects reachable from root variables within these arrays. 
 
3. TOWARDS A PARALLEL GC 
A parallel GC in this article is essentially inspired from the 
Jamaica VM single-CPU GC.  It has the same infrastructure as the 
Jamaica VM but with slight modifications, explained below: 
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3.1 Basic Infrastructure – Parallel GC 
3.1.1 Synchronization primitives and scheduler: Same concept of 
synchronization points applied is here. The difference is, number 
of running threads is increased to a run-time constant ‘n’, which is 
the number of logical hardware CPUs available in the system. 
Thus, multiple GC threads may be in running state and may 
execute in parallel.  

3.1.2 Color encoding: 1 word/block: grey blocks are stores as 
singly linked lists. Using only one linked list for grey color might 
cause a bottleneck since for a parallel GC the write-barrier code 
and mark phase would access this list in parallel.  
3.1.2.1 CPU-local grey lists: To overcome the above, several 
CPU-local linked lists are maintained. Each represents a subset of 
the grey block. Each CPU can access its own local grey list only. 
Therefore, no synchronization between CPUs is needed here. But 
it is critical that several CPUs shading a block in parallel should 
not result in an inconsistent state.  

3.1.2.2 Shading blocks: Compare and Swap (CAS) is used to 
change the color of a white object that references to the address of 
the first element in the current CPU’s grey list. If shading is 
performed in parallel by several threads, only one threads’ CAS 
will be successful. 

3.1.3 Write-barrier code: A single-CPU GC uses incremental 
update write barrier, i.e., whenever a reference to a white object 
‘a’ is stored in another object, ‘a’ is added to grey set. The 
disadvantage in this approach is that it is not feasible when several 
threads run in parallel. For example, One thread t1 might read 
reference to object ‘b’ from heap and another thread t2 might 
overwrite ‘b’ before it was added to the grey set. To overcome 
this, snapshot-at-the-beginning write-barrier code is used. It is 
called so because it keeps track of references that existed at the 
beginning of a collection cycle. Here, the mutator thread stores 
reference to a white object into a black object. All paths from grey 
object to that white object are destroyed.  
3.1.4 Free-lists: Like Jamaica VM, graphs of fixed size blocks are 
used to represent arbitrary sizes. To enable parallel access, CPU-
local free lists are used. The maximum number of blocks stored in 
CPU-local free list is MAX_FREELIST_SIZE. The current 
implementation supports up to 64 blocks.   Whenever a block is 
allocated and this free-list is empty or when a block is freed and 
the free list contains maximum number of elements, a set of 
objects are filled from or spilled to (stored to) a global list. This 
global list uses synchronization via compare-and-swap and a retry 
in case the operation failed. Allocation of one block usually 
means just unlinking the first block from the CPU-local free list. 
Only if this list is empty, a new set of blocks will be taken from 
the global free list using a compare-and-swap. This compare-and-
swap might fail if another CPU modifies this global list in 
parallel, so a retry is performed.  
 

The presented real-time GC can be used to run in parallel by an 
arbitrary number of CPUs and concurrently to an arbitrary number 
of application threads. The synchronization required between the 
threads involved is limited. Less frequently, CPUs need to 
synchronize by waiting for the execution of the next 
synchronization point, but even for this operation the execution 
time is bounded. Furthermore, like explained before, the GC work 
is performed in very small incremental steps. The GC may 
consequently be used either as a work-based collector that 

performs GC work at allocation time, or as a time-based collector. 
 

4. A LOCK-FREE CONCURRENT, INCREMENTAL 
STACK SCANNING FOR GC 
4.1 Concurrent Stack Scanning 
When garbage collection was first proposed and implemented, the 
application was halted during garbage collection execution, 
creating long pauses. Hence, concurrent GC was proposed. 
Concurrent GCs only stop the application for a short 
synchronization phase in the beginning or end of the collection. 
On the other hand, on-the-fly collectors are special concurrent 
collectors that never need to stop all threads simultaneously. They 
stop the application one thread at a time typically for scanning the 
thread runtime stack for unreferenced objects. But the bottleneck 
here is the stack scanning of a single thread. It requires an atomic 
snapshot view of the stack in order to execute correctly.  
 
To over come this, this paper proposes incremental stack 
scanning[2]  - stack is not scanned at once, but one frame at a time. 
Concurrent means that the collector may scan the frames while the 
mutator thread is executing. This requires some synchronization 
between the collector and mutator. Lock-freedom means that this 
synchronization is ensured at a fine-grained level, without locks, 
and with progress guaranteed. The root set typically contains the 
runtime stack, the registers, and global variables. Most time taken 
id to determine is the set of pointers (roots) on the stack.  
 

The working of concurrent and on-the-fly collectors is explained 
as follows: These types of GCs are reference-counting collectors 

that maintain for each object a count of pointers that reference it. 
Reference counting is a technique of storing the number of 
references, pointers, or handles to a resource such as an object, 
block of memory, disk space or other resource. It may also refer, 
more specifically, to a garbage collection algorithm that uses these 
reference counts to de-allocate objects which are no longer 
referenced. They also employ the deferred reference counting 
method1, which needs stack scanning. Objects cannot be 
reclaimed as soon as their reference count becomes zero, because 
there might still be references to them from the stack. Such 
objects are added to a zero count table (ZCT) instead. If a 
reference to an object with a count of zero is stored into the heap, 
then the object is removed from the ZCT. Periodically the stack is 
scanned, and any objects in the ZCT, which were not referenced 
from the stack, are reclaimed.  The pause times of such collectors 
are determined by the time it takes to scan the stack. So improved 
stack scanning mechanisms must be employed.  
 

On-the-fly collectors work in phases: a collector may start with 
the stack scanning phase, proceed with a heap tracing phase, a 
sweeping phase, and finish by entering the idle phase. Atomic 
snapshot of the stack is provided for the GC to work- the mutator 
thread is not allowed to change the pointers on the stack and 
thread halted during the scan. The reason that an atomic snapshot 

                                                                    
1 Deferred reference counting: On many systems, the majority of 

stores are made into local variables, which are kept on the stack. 
Deferred reference counting leaves those out and counts only 
references stored in heap objects. 
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is required is because, stack modifications are frequent and 
memory barriers are considered highly costly for them. One can 
eliminate the requirement for atomic stack scanning, by 
simulating the stack in the heap. Having an atomic snapshot of the 
stack on the heap can pose serious inflictions on the memory and 
hence, as a solution, stack scanning can be broken into small 
increments. So, recording the snapshot can be delayed for data 
that is not being modified. 

Thus, as the thread can only change the pointers on the most 
recent stack frame (these are machine dependent data structures 
containing subroutine state information), the scanning of the other 
frames can be delayed until the thread finishes executing the 
current method. 
 

Stack scanning requires compiler support. That is, the compiler 
produces stack maps that indicate which slots in each stack frame 
hold pointers at a given code-line execution. 
 
4.2 Lock-Freedom 
Achieving lock-freedom requires a special data structure whose 
access uses no locks and that can properly synchronize all the 
activity. The authors of this paper have proposed a data structure 
called Summary-DS. Whenever the mutator or the collector scans 
a stack frame, they record the result (a list of addresses referenced 
from the stack frame) in this data structure. A stack summary of 
each stack frame is added to the Summary-DS only once. 
Eventually the Summary-DS contains a list of all stack pointers 
that provide a snapshot of the stack and can be used by the 
collector as roots for a marking phase. Lock-free mechanism 
makes sure that a mutator thread never needs to wait for the 
collector. The problem here is that, both, the mutator and the 
collector may update Summary-DS at the same time. For 
example, a collector may scan an outdated stack frame while the 
mutator is changing the stack content. . This might happen if the 
mutator has already scanned that frame, but the collector has not 
yet noticed this fact. Hence, steps should be taken to ensure 
consistency. Only the mutator is allowed to write to the stack. The 
collector may read the stack and help to gather information, but it 
never modifies the mutator’s stack – this prevents the above race 
condition. 
 
5. SCALABILITY OF GC 
To exploit parallelism in multicores, a garbage collector typically 
uses multiple GC threads in order to reduce collection time2. In 
such cases, stop-the-world-pause time3 is expected to be inversely 
proportional to the number of cores. This is termed as the 
scalability of a GC[3]. Most GCs are designed for SMPs with small 
number of processors. It is time to re-evaluate the scalability of 
current GC on contemporary hardware architectures – verify 
expected behavior. We might have to ask and answer questions 
like, Is the GC performance critical for the application? Does GC 

                                                                    
2 Collection time - the proportion of total execution time where 

the GC threads are active. 
3 Stop-the-world pause time - when all the application threads are 

paused during the collection cycle. 
 

scale with the increasing number of CPUs? – Does it reduce the 
stop-the-world-pause time with increasing number of cores? If the 
previous answer is "no", what are the bottlenecks affecting its 
scalability?  
 

Factors affecting GC scalability: Remote Scanning, Remote 
Copying of Objects and Load Balancing. Remote Scanning: GC 
accesses live objects allocated on some remote memory node. 
Remote Copying of Objects: copying live objects to a remote 
memory node.  
 
5.1 Remote Scanning of Objects and Load-balancing 
5.1.1 Remote Scanning: Live objects (objects reachable from the 
root) are accessed many times during garbage collection. There is 
a lack of affinity between the GC thread accessing an object and 
the memory node where it is allocated. This happens when the 
object is in a remote memory location. Also, remote scanning is 
expensive than local scanning- it severely affects performance. 
Access by multiple cores on the same inter-connect link makes 
them wait- waiting time proportional to number of cores and 
hence, affects scalability too.  

5.1.2 Load Balancing: Work Stealing is a simple load balancing 
technique followed by mutator threads and garbage collectors. 
Each GC thread has its own work-list during root scanning. After 
processing all the elements in its work-list, the thread starts 
stealing objects from other GC thread’s work-lists. This produces 
highly imbalanced load. Upon investigating, it was found that 
some work-lists were nearly empty while others were full.  
 
6. STOPLESS- A REAL-TIME GC 
The concurrent mark-sweep collector is an on-the-fly collector. It 
is lock-free: memory allocation and reclamation is lock-free. This 
collector has extremely short pause times and it reclaims all 
unreachable objects. Heap Compaction generally produces 
difficulties, particularly when two copies of objects exist and 
when program switches to using one version from the other. This 
shift must preserve program semantics and at least a minimal level 
of memory coherence. The solution is to stop all program threads 
simultaneously and shift from one copy to another. But is this safe 
for a real-time multi-processor system, is the question to be 
answered. Another possible solution is to switch to a copy, one 
thread at a time, but this leads to inconsistency. 
 

This paper proposes CoCo, a real time compactor[4] as a solution 
to above challenges and avoids fragmentation. CoCo moves 
objects in the heap concurrently with the program execution, 
supporting general multithreaded programs running on modern 
platforms. Main idea of CoCo is to use a temporary wide object 
during the transition of data from the original to the copied object.  
 

Assume that CoCo runs on a single thread concurrently with the 
program. CoCo traverses the objects that need to be copied one by 
one in any order. As a first step, CoCo creates an uninitialized 
wide version of the object. Objects contain a special header word 
used as a forwarding pointer for CoCo during the compaction. In 
the first phase, the forwarding pointer will store a reference to the 
wide object. Later it will point to the new copy of the object. Coco 
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copies data to wide object. At the same time, the mutator may 
modify the wide object. Status field informs the application via 
read- and write-barriers where the up-to-date version of the 
associated payload field is. Once the payload is relocated to the 
wide object, the next stage of copying commences: a final copy of 
the object, denoted the to-space copy, and a reference to it is 
added to the wide object. At this point three versions of the object 
are reachable: the original that no longer contains the most up-to-
date payload, the wide version that is actively being accessed and 
modified by the mutator, and the uninitialized to-space copy 
referenced by the wide object. 
 

 
 
Figure 6-1: Operation of CoCo Compactor 
 

Figure 6-1 shows the operation of CoCo. Object copying 
completes when all fields are relocated to the to-space copy.  At 
this point the forwarding pointer in the from-space original is 
repointed to the to-space copy, thus rendering the wide object 
unreachable. From this point forward, the only purpose the from-
space object serves is to have a reference to the to-space object. 
Controlling consistency is easy at this point because though two 
copies exist; it is well known which one is more up-to-date.  
 

To enable lock-free copying of objects, CoCo has several phases 
separated by soft handshakes, typical for on-the-fly collectors. 
CoCo allows seamless transition between phases through 
handshakes, without needing to halt. Instead, the threads are 
notified that a new phase is coming and they change into it one by 
one by polling a shared variable or via some signaling service. 
This handshake mechanism uses very short pauses and not long 
halts - because threads do not need to wait for some simultaneous 
synchronization point.  
 

Default phase for CoCo is idle – no compaction taking place. 
During this phase any number of (non-compacting) garbage 
collector cycles may be completed and any number of objects may 
be tagged for relocation. To initiate object relocation, CoCo uses 
prep phase. This phase handles atomic actions in a lock-free 
manner. Copy phase: object copying occurs. 

 

When an application thread in the prep phase writes to an object, 
it first checks if there exists a wide object. If yes, then the write is 
done (atomically) to the wide field of the wide object. If no, write 
must be performed on the from-space object. The problem with 
this approach is as follows: If a copying thread is starting to work 
on the wide copy of the object, the write of the thread in the prep 
phase is going to be lost. As a solution, the writing thread sends a 
warning to a copying thread about being in the middle of a write 
by atomically changing the status of the object to a new 
designated value, denoted tainted. After the write completes, the 
state is changed back to tagged. 
 

7. CONCLUSION 
This paper has analyzed sever garbage collection mechanisms 
proposed for multicore platforms and their working architecture. 
It gives a brief overview about the tri-color mark-and-sweep 
algorithm, which makes garbage collection concurrent and 
incremental in parallel cores. Furthermore, this paper also talks 
about STOPLESS, a seamless and concurrent GC. The scalability 
of a concurrent GC running on a multi-processor architecture is a 
topic that has been researched upon. 

 

8. FUTUREWORK 

 I am aiming to look into the pitfalls of some of the garbage 
collectors available for multicores and will try to address them. 
For example, scalability of garbage collectors is still an area that 
needs to be addressed. I would like to work on accessing shared 
global objects via message passing than using shared memory. I 
would also try to implement the current parallel GCs on a Linux 
kernel and test for heap compaction and further move on to 
compare the results amongst the GCs. 
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