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ABSTRACT 

With the advancement of processor technology and in an attempt 

to make advancements in the speedup of programing algorithms a 

new paradigm has evolved and brought about parallel programing. 

To utilize this new paradigm some companies, like 

AMD/NVIDIA and universities, have even engineered new 

custom types of processing units that are parallel focused in order 

to efficiently utilize parallel programming. The current processing 

units available are multi-core Central Processing Units (CPUs), 

Graphical Processing Units (GPUs), and Accelerated Processing 

Units (APUs). In the paper, current state-of-the-art of the APUs 

will be studied. In addition, the performance improvement using 

multi-core CPU, GPU and APU is shown  

Keys words: Multi-core, GPU, APU, Image processing, 

Speed up, SIMD, SISD, MIMD, MISD  

 

1. INTRODUCTION 
 

In the simplest sense, parallel processing is the simultaneous use 

of multiple compute resources to solve a computational problem 

[1]:  

• A problem is broken into discrete parts that can be solved 

concurrently  

• Each part is further broken down to a series of instructions  

• Instructions from each part execute simultaneously on 

different processors  

• An overall control/coordination mechanism is employed  

 

The parallel processing can be defined as using two or more 

processors (cores, computers) in combination to solve a single 

problem. Parallel processing involves taking a large task, dividing 

it into several smaller tasks, and then working on each of those 

smaller tasks simultaneously. The goal of this divide-and-conquer 

approach is to complete the larger task in less time than it would 

have taken to do it in one large chunk as illustrated in Figure 1 

[1].   

Ideally, the parallel processing speed-up would track with the 

number of processors used for any given task. The prefect 

speedup curve is rarely reached because parallelism entails a 

certain amount of overhead. The inherent parallelism of the 

application also plays an important role in the amount of speedup. 

Some tasks are easily divided into parts that can be processed in 

parallel. In those scenarios, speed up will most likely follow 

“common trajectory”.  If an application has little or no inherent 

parallelism, then little or no speedup will be achieved and because 

of overhead, speed up may follow as show by “occasional 

trajectory”.  

 

 

Figure 1. Example of parallel processing to speed up the 

performance [1]. 

 

The subject of parallel processing has attracted attention from 

scientists and engineers, as well as from commercial vendors. 

Over the years, several commercially available parallel hardware 

platforms have been developed by the several companies (Intel, 

AMD,, NVIDIA). The current processing units available are 

multi-core Central Processing Units (CPUs), Graphical 

Processing Units (GPUs), and Accelerated Processing Units 

(APUs). In this paper, overview of the state-of-the-art of the 

multi-core APU processors is presented.  

In addition to the overview, the advantage of using multi-core, 

GPU and APU will be demonstrated by the experimental results 

from state-of-the-art literature. The focus of the experiment results 

is to study speed-up in the execution as the number of the 

processors (core) increases.  



The rest of the paper is organized as follows. In Section 2, the 

different kinds of multi-core architectures are explained. In the 

Section 3, overview of the GPU is presented. In Section 4, the 

overview of the state-of-the-art APU is presented. In Section 5, 

the experiment results are shown. Finally, conclusions and 

acknowledgement are presented. 

2. ARCHITECTURES: MULTI-

CORE PROCESSOR  
 

Neumann Architecture, it is named after the Hungarian 

mathematician John von Neumann who first authored the general 

requirements for an electronic computer in his 1945 papers.  Since 

then, virtually all computers have followed this basic design: 

Comprised of four main components:  

1. Memory  

2. Control Unit  

3. Arithmetic Logic Unit  

4. Input/Output  

 

Figure 2. Neumann Architecture [1].  

 

Based on the number of data streams that can be processed at a 

single point in time, any given computing system can be described 

in terms of how instructions and data are processed. This 

classification is known as Flynn’s taxonomy (Flynn, 1972) and is 

graphically shown in Figure 3.  

 

Figure 3. Flynn’s Taxonomy [1]  

Multiple Instruction and Multiple Data (MIMD) is the most 

adopted architecture and its two classic variants are shared 

memory and distributed memory. This lead to the two classic 

software models as shared memory and message passing. In 

shared memory MIMD architecture all process have direct access 

to all the memory as shown in Figure 4 While in distributed 

memory MIMD, each processor has its own individual memory as 

shown in Figure 5. 

 

Figure 4. MIMD : Shared Memory System. 

 

 

Figure 5. MIMD : Distributed Memory System [1] 

 

  

Figure 6. Micro – (Shared + Distributed) [3] 

 



 

Figure 7. Distributed Multi-core System Macro  

 (Shared + Distributed) 

 

The hybrid of shared with distributed memory system is also other 

type of architecture which very common in the research 

community and industry. This hybrid can be at macro of micro 

level as shown in Figure 7. 

At its simplest, multi-core is a design in which a single physical 

processor contains the core logic of more than one processor. It’s 

as if an Intel Xeon processor were opened up and inside were 

packaged all the circuitry and logic for two or more Intel Xeon 

processors as shown in Figure 8. The multi-core design puts 

several such processor “cores” and packages them as a single 

physical processor.  

 

  

Figure 8 : Intel Xeon processor with 6 cores and 6 L3 cache 

units [2] 

 

The general trend as seen in the industry over couple of year for 

multi-core processors/systems is shown with the help of Figure 14 

[4]. This figure shows that there are several companies which are 

commercially building multi-core systems and to achieve higher 

performance integrating higher number of cores/processors in 

their systems.  

 

Figure 9.  Treads in Multi Core Companies [11] 

 

3. GRAPHICS PROCESSING UNIT 

(GPU) 
 
A graphics processing unit (GPU) is a computer chip that 

performs rapid mathematical calculations, primarily for the 

purpose of rendering images. In the early days of computing, the 

central processing unit (CPU) performed these calculations. 

 

Architecturally, the CPU is composed of only few cores with lots 

of cache memory that can handle a few software threads at a time. 

In contrast, a GPU is composed of hundreds of cores that can 

handle thousands of threads. 

 

 
 

Figure 10: Modeling of GPU [2, 5] 

 
The GPU hardware provides two levels of parallelism [6]: there 

are several multiprocessors (SM), and each ultiprocessor contains 

several stream processors (SPs) that run the actual computation. 

The application is distributed into number of grids. and the 

computation is organized into groups of threads, called blocks. 

such that each block is scheduled to run on a multiprocessor, and 

within a multiprocessor, each thread is scheduled to run on a 

stream processor. All the threads have their private or the local 

memory. This memory is the fastest memory in terms of access 

and is private to every thread. All threads within a block (and thus 

executing on the same multiprocessor) have shared access to a 

small amount (16 KB) of very fast shared memory or also known 

as inter-block memory. and they can synchronize with each other 

at different points in their execution. All threads also have access 

to a much larger GPU-wide global memory (currently up to 4 GB) 

which is slower than the shared memory. 



 
 
Figure 11: Modeling of Data flow in Typical System based on 

CPU + discrete GPU [2, 5] 

 

The processing flow in the typical computer with CPU and GPU 

is shown in Figure 11. This is three step processes and requires 

the data transfer through PCIe interface. Although the 

computation by GPU is very fast, the limiting factor for speed up 

in the performance comes during the large data transfer throught 

PCIe. To remove this bottleneck for data transfer, the concept of 

Adance-Processing-Unit (APU) as discussed in the following 

section.  

 

4. ACCELERATED-PROCESSING-

UNIT (APU) 
An APU is the combination of a CPU (generally a multi-core 

one), a graphics processing unit, and then some way to get them 

to play together nicely [7]. An APU integrates a CPU and a GPU 

on the same die, as shown in Figure 12, thus improving data 

transfer rates between these components while reducing power 

consumption. APUs can also include video processing and other 

application-specific accelerators. 

 

Figure 12: Accelerated Processing Unit (APU) 

It turns out that GPUs are good at things besides graphics, so the 

CPU can offload computing tasks to them. To optimize this 

cooperation bottlenecks between the CPU and the GPU had to be 

removed, the result being the APU.   

In the following section, overview APUs developed by ARM, 

Intel and Nvadia is presented 

4.1 AMD: Trinity  

 
Trinity chip from AMD integrates a sophisticated GPU with four 

cores of x86 processing and a DDR3 memory controller. Each 

x86 section is a dual-core CPU with its own L2 cache as shown in 

Figure 13. 

 

Figure 13: Trinity Chip from AMD [2, 8] 

 

 

Figure 14: Typical AMD APU configuration [9] 

 

Combining the CPU, GPU, video processing and other accelerator 

capabilities in a single-die design provides more power-efficient 

processors that are better able to handle demanding operations 

such as HD video, media-rich Internet content and DirectX 11 

games. Many of the improvements stem from eliminating the 

chip-to-chip linkage that adds latency to memory operations and 

consumes power - moving electrons across a chip takes less 

energy than moving these same electrons between two chips. The 

co-location of all key elements on one chip also allows a holistic 

approach to power management of the APU. Various parts of the 

chip can be powered up or down depending on workloads. 

In AMD APUs, a programmable x86 CPU and the vector 

processing architecture of a GPU are joined together on a single 

piece of silicon by a high-performance bus. Both have local 

access to high-speed memory. AMD APUs also include a variety 

of other system elements such as memory control-lers, I/O 

controllers, specialized video decoders, display outputs, and bus 

interfaces. 



4.2 Intel : Sandy Bridge 
 

Sandy Bridge processors are distinguished from previous-

generation Intel processors by featuring all cores – including 

graphics – on a single chip, being manufactured using Intel 32nm 

nanometer) die shrink fabrication process technology, and 

featuring Intel Turbo Boost 2.0 for increased performance on an 

as-needed basis. 

Intel Sandy Bridge processors debuted in early 2011, and the 

company has since released a wide spectrum of i3, i5 and i7 

Sandy Bridge processors for laptop, desktop, workstation and 

server computers. 

Figure 16 shows a die photo of the chip, which is estimated to be 

225 mm x mm. The graphics and video unit at the bottom of the 

chip takes 20% of the total die area. This unit appears to consist 

mainly of synthesized logic, whereas the CPUs and cache use 

custom circuits design to maximize performance. L3 cache 

convers 20% of the die. Most of the I/O drivers are for the two 

64-bit channels of DDR3 SDRAM.  

 

Figure 15: Modeling of Intel : Sandy Bridge [11] 

 

 

Figure: 16 : Intel: Die photo of Sandy Bridge (32 nm) [12]. 

 

 

Figure: 17 : Intel: Die photo of Ivy Bridge (22 nm) [12]. 

 

 

Figure: 18: Transistor used in Sandy Bridge [12]. 

 

 

Figure: 19: Transistor used in Ivy Bridge [12]. 

 

Figure: 20: Performance improvement in Ivy Bridge 

Architecture as compared to Sandy Bridge [12].   



The Successor to Sandy Bridge is by Intel is Ivy bridge and 

designed in 22 nm. Ivy bridge has low power computing 

advancements, has increased graphic performance and enhance 

security capability. The speedup of the Ivy bridge is attributed to 

the use of tri-gate as compared to the planar gate. The schematic 

of planar gate used in Sandy bridge is shown in Figure 18 and the 

schematic of tri-gate used in Ivy bridge is shown in Figure 19. 

 

4.3 Navidia: TEGRA  
 

Tegra is a system on a chip (SoC) series developed by Nvidia for 

mobile devices such as smartphones, personal digital assistants, 

and mobile Internet devices. The Tegra integrates an ARM 

architecture central processing unit (CPU), graphics processing 

unit (GPU), northbridge, southbridge, and memory controller onto 

one package. Early Tegra SoCs are designed as efficient 

multimedia processors, while more recent models emphasize 

gaming performance without sacrificing power efficiency. The 

chip of Tegra K1-192 is shown in Figure 21. The Road map of the 

Navdia is shown in Figure 22  

 

 

Figure 21: TEGRA K1 192-Core Mobile Super Chip [2,5] 

 

 

Figure 22: Navidai Tegra Roadmap of TEGRA [13] 

 

 

Figure 23: TEGRA – 192 Kepler based to chips [13]. 

 

Nvidia revealed some of the differences distinguishing its 32-bit, 

quad-core Nvidia Tegra K1 chip, with the 64-bit, dual-core 

version of the same chip. “Denver” of the Tegra K1 version has 

not yet been released. Denver will run slightly faster than the 32-

bit K1: up to 2.5GHz, versus 2.3GHz for the latter [13]. 

Denver pairs Nvidia’s 192-core Kepler architecture-based GPU 

with it own custom-designed, 64-bit, dual-core Project Denver 

CPU. With its exceptional performance and superior energy 

efficiency, the 64-bit Tegra K1 completely outpaces other ARM-

based mobile processors, according to the company’s claims. 

Offering the same performance found in PCs, the chip rival some 

mainstream PC-class CPUs at significantly reduced power 

consumption, Nvidia believes, opening new possibilities for 

gaming, content creation and enterprise applications. 

 

4.4 Marvell: ARMADA  
 

 

Figure 24 : Marvell ARMADA 510 (88AP510) Application 

Processor [14] 

The Marvell ARMADA 510 is a high-performance, highly 

integrated, low-power system-on-chip (SoC) with an ARM v6/v7-

compliant superscalar processor core, hardware graphics 

processing unit, video decoding acceleration hardware and a 

broad range of peripherals. Targeted for smartbooks, thin clients, 

mobile internet devices (MIDs) and tablet devices, this high-

performance SoC answers the need for fast processing and a rich 

multimedia user experience, in a low-power design that offers 



quick Internet browsing, software compatibility, HD video, 3D 

graphics and high-speed connectivity. Marvell’s ARMADA 510 

(88AP510) SoC gives developers a fully integrated design that 

provides end users with the portability and similar battery life 

experience of a smartphone, along with the multimedia, software 

and browser performance of a PC. 

The ARMADA 510 is an ideal solution for smartbook, thin client, 

MID, tablet computer designs as well as entertainment systems 

with HD video decoding requirements. The CPU, VPU and GPU 

(processor units) of ARMADA 510 enable an excellent 

multimedia experience for the user. The superscalar CPU, 

equipped with a large 512KB level 2 cache, provides the 

horsepower of a “PC class” processor enabling a rich Internet 

browsing experience. The integrated hardware HD video 

processor allows for excellent multi-media viewing, while the 

integrated hardware graphics processor unit (GPU) provides 2D 

and 3D graphics acceleration and support for the Open GL ES 2.0 

and Open VG standards. With excellent application and 

multimedia processing capabilities, the ARMADA 510 can 

support a wide variety of battery-powered and wall-powered 

devices. 

 

5. EXPERIMENTAL RESULTS  
 

In this section, the experimental results are presented to show that 

execution time reduces as as number of cores/processors in the 

hardware increases. Some of these experimental results are 

referenced from other authors as well [Ref xx –xx].   

 

5.1 Reduction of Execution Time using 

multi-cores 
 

For this experiment, open source parallel program to count the 

primes numbers is considered [16-17]. This program gives the 

flexibility to define the number of nodes in the system and based 

on the input, it generates parallel code for those numbers of 

nodes. Execution of this parallel program was performed on 3 

nodes/core Raspberry Pi cluster [17].   

 

Figure 25.  Experimental results to show the performance 

improvement by multi-cores. 

To study the reduction in the execution time as number of cores 

increases, three different experiments were conducted. Experiment 

# 1 was to count prime number less than 100M, Experiment # 2 

was to count prime  number less than 200M and Experiment# 3 

was to count prime number less than 300M.  For all of these 

experiments, parallel program was generated and this code was 

run on Raspberry cluster by enabling only 1 node, 2 nodes and 3 

nodes each time. Obtained results as shown in Figure 25 clearly 

shows that as number of the nodes/cores increased the execution 

time reduced and speed up of 3X is achieved by the three 

nodes/cores as compared to the single node/core.   

 

5.2 Image Processing Speed-up Using 

GPU 

 
In this sub-section, results of two parallel image processing 

algorithms, Sobel edge detection and homomorphic filtering, are 

presented that are implemented on GPU, and compared with the  

sequential implementations based on CPU. Performance results 

indicate that significant speedup can be achieved, and the speedup 

increases with image size increasing [18] 

 

 

Figure 26: Sobel edge Detection Results (256 x 256) size [18]. 

 

 

 

Figurre 27 : The time comparison of Sobel, where x-axis is of 

respective scale and values of left y-axis are marked by the side 

of GPU, and the right ones are for CPU [18]. 



 
 

Figurre 28 : Homomorphic filtering result (1024×1024 size). 

The original image with nonuniformity is on the left, and 

homomorphic enhanced image in on the right [18]. 

 

 

Table1:  Results Summary for Homomorphic filtering results 

 

 

 

5.3 Comparison of APU, CPU and 

Discrete GPU System   
 

 

In this sub-section, Efficacy of APUs for Heterogeneous Graph 

Computation is shown [19]. The objective is compare the 

performance enhancement using APU. The results shown are 

based on experiment of Reference 19, in which the APU used is 

based on AMD’s “Kaveri” architecture, which was released in 

January 2014. The installed discrete GPU (dGPU) provides a 

comparison point with the integrated GPU (iGPU), and is 

connected via a PCI Express 3.0 bus. The dGPU was also 

equipped with one gigabyte of dedicated GDDR5 graphics 

memory. The testing machine was installed with the Windows 8.1 

64-bit operating system, with the AMD Catalyst 14.1 Beta device 

driver, which provides OpenCL support for both the iGPU and 

dGPU. Kernels were developed for the breadth-first search (BFS) 

and PageRank (PR) algorithms with OpenCL, 

In BFS, subtasks are executed in a level-synchronous fashion, 

which means that only vertices at a fixed distance from the source 

(the “frontier”) are active in any iteration. In PR, computation is 

required at every vertex in each iteration.  In each iteration of PR 

following initialisation, all graph data is read and all algorithmic 

state is updated. In contrast, the amount of data to be read or 

written in a BFS iteration is dependent  on the degree distribution 

of vertices in the frontier set. 

 

 

Figure 29:  Running times of BFS on CPU, discrete GPU 

(dGPU), integrated GPU (iGPU) [19]. 

 

 

Figure 30:  Running times of PR on CPU, discrete GPU 

(dGPU), integrated GPU (iGPU) [19]. 

 

Based on these results (Figure 29 and Figure 30), it can concluded 

that the integrated GPU consistently outperformed the discrete 

GPU by 15% to 50%, when reading graph data from a host 

allocated memory buffer. Thus, APU based architectures should 

be promising solution for the future computations.  



6. SUMMARY/CONCLUSION 
 

In this class-project paper of CD 259 Fall 2014, overview of the 

state-of-the-art of the APU processors is presented. In addition to 

the overview, the advantage of using multi-core, GPU and APU is 

also studied. Based the start-of-the-art results, it can be concluded 

that APU based architectures should be promising solution for the 

future computations.  
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