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1    Course Summary

1.1    Course Catalog Description

Implementations of advanced tree structures, priority  queues, heaps, directed and undirected graphs. Ad- vanced searching and sorting techniques (radix  sort, heapsort, mergesort, and quicksort).   Design and analysis of data structures and algorithms. Divide-and-conquer,  greedy, and dynamic programming algo- rithm design techniques.
Prerequisites:
MATH  030, MATH  042, CS 049J (or equivalent knowledge of Java), and CS 046B (with a grade of ”C-”
or better in each); or instructor consent.


1.2    Course Learning Objectives

Objective Description

• CLO1 Implement lists, stacks, queues, search trees, heaps, union-find ADT, and graphs and use these data structures in programs they design

• CLO2 Prove basic properties of trees and graphs

• CLO3 Perform breadth-first search and depth-first search on directed as well as undirected graphs

• CLO4 Use advanced sorting techniques (radix sort, heapsort, mergesort, quicksort)

• CLO5 Determine the running time of an algorithm in terms of asymptotic notation

• CLO6 Solve recurrence  relations representing the running time of an algorithm designed using a divide-and-conquer strategy

• CLO7 Comprehend the basic concept of NP-completeness and realize that they may not be able to efficiently solve all problems they encounter in their careers

• CLO8 Comprehend algorithms designed using greedy, divide-and-conquer, and dynamic programming techniques

1.3    Course Details

See the course syllabus: https://www.cs.sjsu.edu/private/adst/syllabi/CS146.html.
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1.4 	Program Outcomes Enabled/Assessed

BSCS (BSSE) Outcomes Enabled in CS146

• a (1):  Advanced

• b (5): Intermediate

• c (3): Intermediate

• d (4): Advanced

• e (6):

• f (7):

• g (8):

• h (9):

• i (11):

• j: Advanced

• k: Intermediate

Outcomes in parentheses indicate the corresponding BSSE program outcome. A complete list of BSCS outcomes can be  found at:  http://www.sjsu.edu/cs/assessment/bscs/outcomes/.   A  list  of BSSE outcomes can be found at: http://cmpe.sjsu.edu/bsse/outcomes/GEOutcomes/.
Bold face entries indicate the corresponding BSCS outcome is assessed  for the course. Underlined entries indicate the corresponding BSSE outcome is assessed for the course.
Outcomes are assessed according to the following two year schedule:

• Spring 1: a (1), j

• Fall 1: b (5), c (3), d (4)

• Spring 2: e (6), f (7), g (8)

• Fall 2: h (9), i (11), k


2 	Assessment Results

2.1 	BSCS outcome (a)

BSCS Outcome a: An ability to apply knowledge of computing and mathematics to solve problems
(BSSE Outcome 1: An ability to apply knowledge of mathematics,  science, and engineering)

	Performance Indicator
	1
beginning
	2
satisfactory
	3
exemplary

	Calculate running time of a divide and conquer algorithm (assessed with an exam question)
	does not know how to calculate running time
	some correct steps in calculation,
but incorrect solution
	


correct solution

	Number of Students Section 1: Potika
Number of Students Section 2: Smith Number of Students Section 3: Taylor* Number of Students Section 4: Taylor*
	4
3
19
23
	15
14**
3
2
	17
4
2
1

	Totals:
	49
	34**
	24

	Solve recurrence with
Master Theorem (MT)
(assessed with an exam question)
	
does not know how to apply MT
	
correct steps incorrect solution
	successfully use MT to find correct solution

	Number of Students Section 1: Potika
Number of Students Section 2: Smith Number of Students Section 3: Taylor Number of Students Section 4: Taylor
	4
2
2
3
	15
13
1
0
	17
6
21
23

	Totals:
	11
	29
	67

	Calculate running time
of an algorithm given in pseudocode (for example sort algorithm) (assessed with an exam question)
	
does not know how to calculate running time
	
some correct steps in calculation,
but incorrect solution
	



correct solution

	Number of Students Section 1: Potika
Number of Students Section 2: Smith Number of Students Section 3: Taylor* Number of Students Section 4: Taylor*
	11
4
19
23
	13
11
3
2
	12
6
2
1

	Totals:
	57
	29
	21

	Apply an operation in an instance of an advanced data structure (assessed with an exam question)
	
fail to apply operation
	some correct steps in application of operation, but incomplete
	performs operation correctly

	Number of Students Section 1: Potika
Number of Students Section 2: Smith Number of Students Section 3: Taylor Number of Students Section 4: Taylor
	6
0
0
3
	3
2
3
5
	27
19
21
18

	Totals:
	9
	13
	85

	Totals Totaled:
	126
	98
	197


*For items 1 and 3, Taylor used the same set of 2 questions to evaluate both items. The question was a difficult  one, including a red-herring: the pseudocode calculates  the solution to a divide-and-conquer equation, but not the same one as its run-time.
**7 of these students gave the correct time complexity without showing steps, although they were asked to justify their answers. Presumably they relied on the using the analogy with the similar binary mergesort algorithm.




2.2    BSCS outcome (j)

BSCS Outcome j:  An ability  to apply mathematical foundations, algorithmic principles, and computer science theory in the modeling and design of computer-based systems in a way that demonstrates compre- hension of the tradeoffs involved in design choices
	Performance Indicator
	1
beginning
	2
satisfactory
	3
exemplary

	Given an instance of data
(eg. graph) and problem
(eg. MST, search, shortest path), state and explain which algorithm would be best
(assessed with an exam question)
	



wrong algorithm chosen
	answer shows understanding of trade-off of algorithm in terms of
space and time
	correct answer, correctly analyzes relative costs
of algorithms for specific data and problem

	Number of Students Section 1: Potika
Number of Students Section 2: Smith Number of Students Section 3: Taylor Number of Students Section 4: Taylor
	5
3
6
17
	7
12
2
4
	24
5
16
5

	Totals:
	31
	25
	50

	Given pseudocode of two algorithms
(eg. sort), analyze which is more efficient
	


analysis incorrect
	answer shows understanding of time/space efficiency of algorithm
	correct answer, correctly analyzes relative costs
of algorithm

	Number of Students Section 1: Potika
Number of Students Section 2: Smith Number of Students Section 3: Taylor Number of Students Section 4: Taylor
	9
3
15
22
	9
4
6
4
	18
14
3
0

	Totals:
	49
	23
	35

	


Given a “real-life”  problem,
figure out which algorithm or data structure would be most helpful (assessed with an exam question)
	


algorithm or data structure does not
solve problem
	


can explain how algorithm or data structure can solve problem
	can explain how algorithm or data structure can solve problem better than other algorithms
or data structures

	Number of Students Section 1: Potika
Number of Students Section 2: Smith
Number of Students Section 3/4: Taylor*
	5
2
11
	7
12
8
	23
7
11

	Totals:
	18
	27
	41

	Totals Totaled:
	98
	75
	126


*This item was evaluated by a programming assignment, which was assigned late in the semester.  20 students did not attempt the program, as they do not need to get every program running.

3    Assessment Conclusions, Findings, and Recommendations

Several difficulties have come up in assessing this course, detailed below.  These include differences in instructor  indicator question difficulty  levels (Sections 3.1 and 3.2), instructor  pass rates (Section 3.3), whether or not to include failing students in statistics (Section 3.3), and, more generally, different beliefs in how indicator questions should be used to measure overall CLO performance (Section 4).

3.1    BSCS/BSSE Outcome (a)  conclusions

For Sections 1 and 2 combined (the same instructors who taught in Spring 2012), for indicators 1, 2, and
4, students did very well, with approximately 90% of students performing at a satisfactory level or better. Indicator 3 was not quite as good, with about 20% missing the mark. From Katerina Potika: “Calculating the running time of a new sorting algorithm is still difficult for some students, especially if the algorithm is a special  case of a known one or a combination of more than one known algorithms.”
For Sections 3 and 4, the individual outcomes are less meaningful. Of 50 students who passed the class, over 90% had satisfactory marks on two indicators, and almost that many had unsatisfactory marks on the two others (which were actually both assessed with a difficult, two question combination problem). I do not believe that this is due to such different levels of mastery on these topics, rather that I (purposely) give the students questions which vary greatly in difficulty.  The reasoning for this is described in detail in Section 4, with the goal of using all indicators as a whole as more sophisticated  way to measure the single learning outcome. Using this approach, I would judge that 90-95% of passing students achieved the overall outcome.

3.2    BSCS Outcome (j) conclusions

For Sections 1 and 2 combined, for indicators 1 and 3, students did very well, again with with approximately
90% of students performing at a satisfactory level or better. Indicator 2 was not quite as good, with about
15% missing the mark. From Katerina Potika: “Comparing two algorithms for a sorting problem is difficult for some students, mostly due to the fact that the problem might have two input sizes (n and k) etc.”
For sections 3 and 4, I (Taylor)  made a serious assessment mistake: for one of the two sections, none of the three indicators was easy. For the first indicator, one section’s question was very straightforward, but the corresponding question for the other section was not.  The 2nd indicator problem I used (given inefficient pseudocode, make it efficient), it is definitely more difficult  than the problem described in the indicator. The third indicator was measured by a programming assignment late in the semester. Students are not required to do all programming assignments, so many (40%) skipped this one. Nevertheless, because performance on other indicators was fairly similar between sections, I would estimate that perhaps 80% of students in Section 3 and 4 should have been able to perform Outcome J overall at a satisfactory level or better. (It might drop to 70% using a more stringent definition of satisfactory.) Again, a more detailed (and justified) suggestion to refining assessment is given in Section 4.

3.3    Findings and Recommendations

It is easiest to compare results for Sections 1 and 2 to Spring 2012 results (http://www.sjsu.edu/cs/ assessment/bscs/reports/s12/), as these two instructors (Jeffrey Smith and Katerina Potika) were the ones that taught both semesters. However,  in preparing this report, I noticed that they had included all students in their statistics, while for the purpose of program assessment, we have traditionally  recorded results of passing students only. Prof. Smith was able to recalculate his numbers for 2013, as well as half of his outcomes for 2012, while. Dr. Potika was not. For those professors over all students, the percentage of students failing to perform at satisfactory (or better) was roughly cut in half, in particular in the areas

noted as needing  work from Spring 2012. Prof. Smith in particular notes that he spent more class time on those topics, as well as using quizzes within our Course Management System (Canvas) to give some sample questions regarding algorithm analysis. In particular, Prof. Smith’s numbers from the Spring 2012 report should be modified to subtract out 9 failing students. For the four indicators he was able to recalculate (A1, A2, J2, J3), those 9 students had exemplary outcomes for 5 total indicators, and beginning (that is, unsatisfactory) for 31, which improve his passing numbers for Spring 2012.
For the numbers reported in Sections 2.1 and 2.1 in this report, we have included only passing students, except for the students of Dr. Potika (Section 1), who included all students, passing or not, in both Spring
2012 and Spring 2013. For Spring 2013, she only had 4 students who did not get a C- or better in her section, and in Spring 2012, only 6 in two sections combined, and it is her belief that these students generally did very poorly on the indicators, but she was unable to retroactively collect that data. Because she generally passes a higher percentage of students (roughly 90% vs. 70-75% for Profs. Smith and Taylor), this should not make  as large a difference in the numbers as it would for either of the other instructors.  However, it does raise the issue that,  perhaps, overall rates of passing students should be discussed among those teaching this course, which is used as a gateway/filter for our upper division courses.  For the discussion which follows, I generally treat the numbers  above as statistics for passing students.
Considering only Sections 1 and 2, which (by instructor)  are easier to compare to sections taught in Spring 2012, results were promising, with improvements in almost every indicator. Including the sections taught by me (Taylor) is more difficult.  I have taught more sections of CS146 over the past 10 years than anybody else in the department, but I was on leave for research in academic year 2011-2012, and thus didn’t teach any of the sections evaluated last year.
While the improvement of my colleagues student performance on the indicators over last year appears significant, I believe that we should consider changing how we consider the individual indicators. This is an assessment-wide belief, not only for CS146: for each of the indicators for a given outcome, for each student, a combined  score over all indicators should give one score for the outcome  as a whole. Students who are able to answer basic indicators can be marked as satisfactory, while those who answer basic indicators and additionally show some nice work on one advanced indicator might be marked  as the higher category. This would allow each instructor more flexibility  in asking they type of test questions they prefer, while allowing the overall score rubric to normalize between difficulties in different teacher questions. I describe the issue more fully in Section 4.
Additionally,  in Spring 2013, I (Taylor)  experimented with some “flipped classroom” techniques. The results were promising,  but simply too work-intensive  to implement  during the semester. I plan to do much of the work needed to reorganize the course (flipping perhaps half of it)  over the summer. For my sections (and others, if they like), this will allow for more lab-work and problem solving in class, working with students towards better solutions, rather than spending most of class time on the “stand and lecture” model. It does seem that many students are simply not ready for anything but simple programming tasks when they enter the course, and the “sink-or-swim” approach of just giving them bigger assignments to do is causing problems in the course (some students spend too much time on the assignments, while others are cheating). Further, for problem solving, when they don’t get an answer, getting delayed feedback is simply not as valuable as having answers real-time during class. I expect a fairly serious change in the course for next semester: besides the at-home lectures to watch, new software may allow for an introduction of some Mastery-Teaching  concepts into the course. (This is less certain than the flipped lectures, and will likely take longer than the summer to develop, but I will at least try to start.)  Others teaching the course in the future may or may not adopt these changes, perhaps depending  on their success in Fall 2013.

4    General  Assessment Issues

I think that there is a major issue that needs to be fixed in our assessment strategy.  This is an assessment- wide issue, though I will describe it specifically for CS146 outcomes (a) and (j)..   Currently,  we have 4 indicators for outcome A, and 3 for outcome J, and they are each taken independently, almost as sub-CLOs. I don’t think that is the proper measurement granularity.  Instead, the set of 4 (or 3) indicators should be used, together, to measure each student’s level within the CLO.
The current measurement scheme seems to have, as a goal, each indicator question being “equivalently hard”.   It makes the mistake  of assuming that  whether or not students answer questions correctly or not is independent over each question,  where the percentage  chance of getting a question correct varies somewhat smoothly for different  student  abilities.  That  is, you might  think  that,  given a set  of even difficulty  questions, perhaps an A student answers each correctly with 90% probability, a B student with
80%, and a C student with 70%. (The percentages can be different than these, but the main assumption is that, for each student, the questions are all pretty much independent.) Then, with a set of questions of this same difficulty, it is fairly easy to distinguish between different student levels.
Unfortunately, a fairly different performance likely applies just as much: at a certain problem difficulty, any given student  will  get  some large percentage correct (say 90%, where again, he exact percentages aren’t the important part),  and then, as the problem gets harder, at some point there will be a pretty quick transition  to where that  same student  gets a large percentage  incorrect (say 90% again).  The difference in A vs B vs C students is now measured by how difficult the questions can be before that switch in performance occurs for each.
If, in the 2nd model, the step-like functions for each student type (A, B, C) are fairly steep, the 2nd model and the first model don’t play particularly  well together.  Much more likely is that  each model roughly holds to some extent, in a way that doesn’t match the other, and that actual student performance is some mix between these two models. (Other models are in the mix as well, especially the one of good students learning more topics than poor ones, especially if the Mastery Method is used.) This explains why, in my courses, I give a mix of problem difficulties: I think there is otherwise a real difficulty  in properly distinguishing between student performance, which is an important part of our job (probably second only to actually teaching). That is, if you could somehow pick a problem difficulty so that a borderline C+/B- student had a 50% chance of answering each question correctly (you hit dead-center on their step-function transition), from those questions, A and B level students would be hard to distinguish from each other: each might have 80-90% of problems correct, but we are only using a few questions to measure the CLO. While we might be able to distinguish between those students and the C+/B- student, the gap between A and B would be difficult to distinguish, even though some might be those we recommend  for graduate school,  while others are not.   Similarly,  the gap between a C and a D student  might  also be hard to tell, with each getting 10-20% of the problems right.  Yet that is a grade difference that also needs to be carefully explored, as some pass the course, and some don’t.  (And, of course, designing problems which hit dead-center on that step-function would be very difficult.)
With  a mix of problem difficulties, it becomes much easier to properly distinguish different  student levels. If there are 2 basic and 2 advanced indicators for an outcome, and the basic questions are targeted at a C student, then if a student  answers one basic question fully,  and one partially,  that  may qualify as satisfactory.  If they answer both basic questions  correctly,  and have one advanced correct (or both partial), that may qualify as exemplary. While making data collection more difficult (indicators cannot be assessed independently from each other), this will allow for an easier normalization between professors, as well as between  different sections taught by one professor. (For one of my indicators, one section had a difficult question, the other section had an easy question. Their performance on that indicator alone was very different, while being similar on others. I suspect that the difference is due to the question, instead of being due to any marked degradation in my teaching between 9 and 10:30 sections.)

While I appreciate the “normalization”  that the indicators are supposed to give us, that rigidity  tends to lead to one of two things:  either the test is written  with  a high percentage of questions targeted to be of the exact form specified by the  indicators, or tests are written  that don’t  quite map perfectly to the indicators. Instead, if the indicator questions are taken as 4 examples of questions targeted towards an outcome, but you can pick your own if they match your exam/assignment better, as long as you then combine multiple indicators over multiple difficulty  levels to get ratings for each student over the CLO, you are fine. It would make for a much easier comparison  over semesters and professors.  (It will still be hard to compare over professors, but it would be easier.)
In particular, in comparing results to last spring, just looking at individual indicators, it will be very difficult for our numbers to improve. I didn’t teach last spring, and I tend to give exams with significantly lower averages than my colleagues, mixing a combination of “vanilla” problems (which might look similar to other instructor’s questions), to more “interesting” (challenging)  ones (which are probably not so similar). On my standard questions, it is reasonable for a large percentage of the class to get the answer correct. On the challenging  ones, there is no chance. You can see this very clearly in comparing the first two indicators for outcome (a): in the first, 42 out of 50 passing students failed to answer the indicator at a satisfactory level. For the second, 44 answered it at an exemplary level. In the latter case, the problem was stated in a very straightforward way: here is a recurrence equation,  use the Master Theorem to solve it.  In the first problem it was much harder: here is some recursive  pseudocode, calculate its runtime, but there is some obfuscation: the program itself calculates a recursive function, but not the same one as its own runtime. It is the type of problem where, if shown a similar example ahead of time, it becomes easy. But here, they have not seen any similar problem, and it confuses all but the best students.
As another justification to this approach, it should be noted that, in order to use the previous approach and create problems of the same difficulty  each semester, it certainly becomes easiest to simply create different instances of the same questions. But, if students find out questions from the previous semester, this rewards them for studying previous test questions over the course material in general. It is difficult enough to make original test questions, and I do expect that sometimes previous test questions (with new instances) may be used, and mixed with new questions. In order to avoid students simply studying for know test-question types (as well as instructors “teaching to the test”),  we cannot let assessment act as another hurdle to creating original test questions,  just  because they  don’t exactly fit  the indicator, or because they might be of a different difficulty.
I propose keeping the same general suggested (but not required) indicators, but allowing their results to be combined to measure the outcome  as a whole, rather than measuring each indicator individually as a “sub-CLO”.  This will allow for much higher variance in constructing individual questions, allowing for a more full ranking of student abilities over a wider spectrum, as well as helping  to alleviate any problems from missing an individual indicator on an exam (allowing for an easier substitution of a different indicator). Instructors can then each create a rubric to combine results for each student  to evaluate the outcome performance  as a whole.

4.1 	Summarized Suggestions

1. Discuss general student pass-rates between instructors of this gateway/filter course.

2. Experiment with semi-flipped classroom, allowing for more time spent solving problems in class.

3. Consider combining indicators, of different difficulty  levels, to create one overall CLO measure per course. The combination rubric would vary by section, allowing for more problem flexibility  in form and difficulty.

4. (Minor):  The euphemistically named “Beginning” rating should be renamed to “unsatisfactory”.
